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Performance Characteristics of

Intel Architecture—based Servers
High-performance computing (HPC) has increasingly adopted the use of clustered Intel$

architecture–based servers. This article compares the performance characteristics of three
Dell™ PowerEdge™ server models with Intel processors—Intel Pentium$ III, Intel Xeon™,
and Intel Itanium$ 2—running benchmarks commonly used in HPC environments.

Computing clusters built from standard components

using Intel® processors are becoming the fastest grow-

ing choice for high-performance computing (HPC). Twice

yearly, the 500 most powerful computing systems in the

world are ranked on the TOP500 Supercomputer Sites

Web page. In November 2002, the ranking listed 56 entries

using Intel processors; by June 2003, that number reached

119. Today, three of the top 10 computing systems in the

world are clusters of Intel architecture–based servers.1

Since 1995, Intel has continuously introduced more

powerful processors with increased speed, faster frontside

bus, and larger cache. To test the effectiveness of Intel

processor–based servers in HPC environments, a Dell™

team compared performance characteristics of three

Intel architecture–based Dell PowerEdge™ servers using

benchmarks commonly employed in HPC. Studies have

shown that small-scale symmetric multiprocessing (SMP)

systems make excellent platforms for building HPC

clusters.2 Thus, two-processor systems were used for

the Dell tests discussed in this article.

Establishing the test environment
The test environment consisted of three Dell PowerEdge

server models, each with a different Intel processor: Intel

Pentium® III, Intel Xeon™, and Intel Itanium® 2. Figure 1

shows the specifications for each server. 

The software environment included the Red Hat®

Linux® operating system, the MPI/Pro® Message Passing

Interface (MPI) library from MPI Software Technology for

running multiple processes, and various Intel compilers. 

Benchmarks used to compare performance among the

three platforms included High-Performance Linpack (HPL),

the NAS (NASA Advanced Supercomputing) Parallel Bench-

marks (NPB), and a kernel benchmark called Additive

Schwarz Preconditioned Conjugate Gradient (ASPCG).

Using High-Performance Linpack to compare 
HPC performance
Linpack is a popular benchmark for HPC environments.

Its HPL implementation is used to rank supercomputers

on the TOP500 Supercomputer Sites list. Linpack employs
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several linear algebra routines—such as Gaussian elimination—to

measure the time required to solve a dense system of linear equa-

tions in double-precision (64-bit) arithmetic. The measurement

obtained from Linpack is the number of floating-point operations per

second (FLOPS). Running HPL requires the MPI library and either

the Basic Linear Algebra Subprograms (BLAS) or the Vector Signal

Image Processing Library (VSIPL).

Numerous parameters in HPL can be tuned to increase the

overall system performance. The program enables users to run tests

for different sets of problem sizes—each problem size represents a

certain percentage of aggregate memory. By using the FLOPS values

obtained for different problem sizes, testers can plot a graph simi-

lar to the one shown in Figure 2.

The Dell team ran HPL on three dual-processor PowerEdge servers.

Figure 2 shows the relative performance of the Intel Xeon and

Itanium 2 systems compared to the Pentium III–based PowerEdge 1650.

The y-axis shows the speedup relative to the PowerEdge 1650; the

x-axis shows the problem size. The Itanium 2–based PowerEdge 3250

significantly outperformed the PowerEdge 1650; it also outperformed

the PowerEdge 1750, even though it was running at half the clock

speed of the PowerEdge 1750. 

The Itanium 2 processor can perform four double-precision

floating-point operations per clock cycle, the Intel Xeon processor

can perform two, and the Pentium III processor can perform just

one. Therefore, the theoretical peak of an Itanium 2 processor run-

ning at 1.5 GHz is 6 gigaflops (GFLOPS), nearly the same as that

of the Intel Xeon processor at 3.06 GHz, which has a theoretical

maximum of 6.12 GFLOPS.3

Calculating efficiency
To determine processor efficiency, the Dell team calculated the per-

centage of sustained gigaflops attained by running HPL on a single

processor and comparing that number to the theoretical peak

performance that can be achieved by that processor. For example,

if the sustained peak performance for a single Intel Xeon processor

running at 3.06 GHz is 4.5 GFLOPS, the formula for calculating effi-

ciency would be as follows:

sustained peak performance

theoretical peak performance
× 100

In this case, the result would be 73.5 percent (4.5 ⁄ 6.12 × 100).

Figure 3 shows the Linpack efficiencies of single and dual

processors for each of the three Intel architecture–based platforms—

Pentium III, Intel Xeon, and Itanium 2. The Itanium 2 processor–based

PowerEdge 3250 offers the best efficiency compared to the other

servers tested, for both single- and dual-processor configurations.

It is followed by the Intel Xeon processor–based PowerEdge 1750,

which outperformed the PowerEdge 1650. Test results indicate that

Intel processors show not only increasing performance from gen-

eration to generation because of many architectural enhancements,

but also increasing efficiency.

Using NPB to test parallel computing performance
The NAS Parallel Benchmarks, developed by NASA Ames Research

Center, measure and compare the performance of parallel comput-

ers. The standard MPI programming model of NPB version 2.4

enables comparative analysis of a standards-based cluster with

various interconnects. 

The NPB suite is a set of eight programs derived from compu-

tational fluid dynamics (CFD) code. Each of these eight programs—

five kernels and three simulated CFD applications—represents a

particular function of highly parallel computation for aerophysics

applications. The five kernels—EP, FT, MG, CG, and IS—mimic the

computational core of different numerical methods used by CFD
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 PowerEdge 1650 PowerEdge 1750 PowerEdge 3250

CPU Two Intel Pentium III  Two Intel Xeon  Two Intel Itanium 2 
 processors at 1.4 GHz processors at 3.06 GHz processors at 1.5 GHz 

Frontside bus 64 bits at 133 MHz 64 bits at 533 MHz 128 bits at 400 MHz 

Cache size 512 KB L2 cache 512 KB L2 cache,  256 KB L2 cache,  
  1 MB L3 cache  6 MB L3 cache

Memory bandwidth 1.06 GB/sec  4.3 GB/sec  6.4 GB/sec 

Maximum memory 4 GB SDRAM 8 GB double data rate 16 GB DDR PC1600
  (DDR) PC2100

Rack units (U) 1U 1U 2U 

Peripheral Component  Two 64-bit/66 MHz  Two 64-bit/133 MHz Two 64-bit/100 MHz  
Interconnect (PCI) slots  PCI slots  PCI Extended (PCI-X)   and one 64-bit/133 MHz 
  slots PCI-X slots

Figure 1. Dell PowerEdge specifications for the test environment
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Figure 2. Speedup comparisons for Intel architecture–based servers running the HPL benchmark

3 One gigaflop equals 1 billion floating-point operations per second (FLOPS).



applications. The NPB benchmark suite outputs its results in

millions of operations per second (MOPS).

Each benchmark has six sizes called classes: A, B, C, D, W

(workstation), and S (sample). A, B, C, and D represent four

different problem sizes; A is the smallest and D is the largest. Here,

the problem size is the size of the data set to be benchmarked; larger

data sets take longer to process and use more memory. For an exact

performance comparison, testers should use problem size B or

larger. To compare the three platforms, the Dell team used two of

the eight benchmark programs provided with NPB: IS and MG. 

Integer Sort (IS): Testing speed and performance
The IS benchmark tests both integer computation speed and data

communication performance. It tests a parallel sorting operation

important in particle method codes. For example, this type of appli-

cation is similar to particle-in-cell applications of physics, wherein

particles are assigned to cells but may drift out. The sorting opera-

tion can reassign particles to the appropriate cells. This type of

problem is unique because it requires no floating-point arithmetic,

but it does require significant data communication. Integer Sort is

sensitive to communication latency; therefore, faster interconnects

or faster share memory with low latency and high bandwidth often

perform better in communication-intensive applications.

Figure 4 shows the IS benchmark results for the three platforms

running on both single- and dual-processor systems. The results are

normalized against the result from a single Pentium III processor.

The most significant observation from the graph is the one- to two-

processor in-the-box scaling (that is, scalability achieved within a

server without clustering). 

The PowerEdge 3250 showed near-linear scaling from one to

two processors. These results for the IS benchmark were achieved

by the greater memory bandwidth and the larger L3 cache provided

by the PowerEdge 3250. In-the-box scaling for Pentium III and Intel

Xeon was poor compared to the Itanium 2 in the PowerEdge 3250.

For the single processor run, the speedup of the Intel Xeon proces-

sor was nearly twice as fast compared to the Pentium III processor.

This result was in line with the clock frequencies for the Pentium

III and Intel Xeon processors.

Multigrid (MG): Testing highly structured communications
The MG benchmark tests both short- and long-distance communica-

tion. MG is a simplified multigrid kernel that solves a 3-D Poisson par-

tial differential equation (PDE). Because MG has constant rather than

variable coefficients, it simplifies the problem. MG runs a mixture of

different operations—floating-point as well as integer.

Figure 5 shows the MG benchmark results for the three platforms

running on both single- and dual-processor systems. Similar to those

of the IS benchmark, the MG results are normalized against the

result from a single Pentium III processor. The 64-bit PowerEdge 3250

outperformed both 32-bit platforms by a significant margin for single-

and dual-processor runs. The MG benchmark takes advantage of the

Streaming SIMD (Single Instruction Multiple Data) Extensions 2 (SSE2)
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Figure 4. Comparison of the Integer Sort benchmark on three Intel-based platforms
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Figure 5. Comparison of the Multigrid benchmark on three Intel-based platforms
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instruction set in Intel Xeon processors and also the larger number

of floating-point operations that the Itanium 2 processor can perform

per clock cycle. 

Because MG is also cache-friendly, the larger L3 cache on the

PowerEdge 3250 helped to improve performance. When comparing

the performance of one to two processors, the PowerEdge 3250—

with its greater memory bandwidth—provided over 30 percent more

scalability versus the Intel Xeon processor–based PowerEdge 1750

and the Pentium III–based PowerEdge 1650, which provided

negligible scalability.

Using ASPCG to evaluate cache performance 
and memory bandwidth
Developed at Virginia Polytechnic Institute and State University, the

ASPCG kernel benchmark solves a linear system of equations gen-

erated by a Laplace equation in Cartesian coordinates. The kernel

was developed to evaluate cache performance and memory band-

width of different architectures. ASPCG performs a block decom-

position of the full domain and uses a conjugate gradient (CG) solver

and a two-level Additive Schwarz preconditioner. 

The ASPCG benchmark can be performed on different data set

sizes. The results are output in millions of FLOPS (MFLOPS). All

test runs on the three platforms used a single processor. 

In Figure 6, the x-axis shows the data set sizes, which are

based on relevant block sizes. The y-axis shows the speedup

factor for each platform normalized against the result from the

first data point size of Pentium III. The graph illustrates the perfor-

mance of each platform when accessing different levels of cache.

For example, the Itanium 2 processor reached maximum perfor-

mance when the code was running within its cache size, but as

the data set increased beyond 6 MB (the L3 cache size of the

Itanium 2 processor), performance

dropped until the processor

accessed physical memory and sta-

bilized. The Itanium 2 processor

significantly outperformed the

other platforms with the help of its

large 6 MB L3 cache.

Designing a powerful building
block for HPC
Results from the tests performed

by the Dell team showed that Intel

has not only improved clock

speeds for its processors, but it also

has increased frontside bus speed and memory bandwidth, thereby

enabling hardware integrators to create more balanced systems. 

Test results indicate that the Itanium 2–based PowerEdge 3250 with

its greater L3 cache, higher memory bandwidth, and larger address-

able memory space, outperformed the two other Intel processor–based

Dell platforms—making the PowerEdge 3250 an attractive building

block for high-performance computing.
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Figure 6. Normalized results of the ASPCG benchmark running on a single Intel processor

FOR MORE INFORMATION

ASPCG benchmark:
http://www.hpcfd.me.vt.edu/codes.shtml#ASPCG_CODE

High-Performance Linpack: http://www.netlib.org/benchmark/hpl

IA-32 Intel Architecture Software Developer’s Manual, Volume 1:
Basic Architecture: 
http://developer.intel.com/design/pentium4/manuals/245470.htm

NAS Parallel Benchmark: http://www.nas.nasa.gov/Software/NPB

Intel has continually

increased frontside

bus speed and improved

memory bandwidth,

thereby enabling hard-

ware integrators to create

more balanced systems. 


